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Executive Summary
Volatility targeting is a widely adopted approach for stabilizing portfolio risk over time. Its effectiveness, however,
depends critically on the quality of the underlying volatility forecast. This paper reviews the main forecasting
methodologies used in academia and industry and introduces the NextVoL® framework, a proprietary approach
combining high-frequency data, dynamic overnight adjustments, and stabilization mechanisms.

Key findings*:

• NextVoL® delivers the most accurate volatility-target tracking, with an average rolling volatility of 10.11% and
the lowest volatility-of-volatility (0.26) among all competing methods.

• NextVoL® achieves the highest Sharpe ratio (0.79) and a total return of 320% (CAGR 8.31%), while limiting
maximum drawdown to approximately 19% (compared to 52% for passive SPY exposure).

• NextVoL® ranks consistently high in every calendar year by mean squared error (MSE), confirming that this
advantage is persistent across heterogeneous market conditions.

* The analysis is based on a 10% volatility-target index constructed on SPY over the period 2008–2025.

1 Introduction

Charlie Munger, the co-founder of Berkshire Hath-
away, once offered a simple but powerful piece of ad-
vice for long-term investing success:

“The first rule of compounding is to never in-
terrupt compounding unnecessarily.” 1

In theory, this sounds straightforward. In practice,
compounding is often interrupted not by a lack of re-
turn potential, but by investors’ behavior in response
to volatile market conditions. Equity returns are
earned through a path that can be smooth for long
stretches and then suddenly become violent: large
daily swings, sharp drawdowns, and periods in which
uncertainty and headlines dominate decision-making.

1Morgan Housel, The Psychology of Money (Harriman House,
2020).

This is not merely uncomfortable; it is consequential,
because the lived investing experience — the day-to-
day path of outcomes — shapes behavior.

When the experience becomes turbulent, discipline
tends to break down. Investors who intended to
remain long-term can become short-term risk man-
agers, de-risking after losses, freezing allocations
at precisely the wrong time, or abandoning a plan
altogether. Conversely, after extended rallies and
unusually calm markets, the same investors may
upgrade their perceived risk tolerance, increase
exposure, and concentrate risk late in the cycle. The
common failure mode is not the market’s long-run
return; it is the behavioral response to the market’s
short-run volatility. Once behavior becomes reactive
and undisciplined, compounding becomes path-
dependent and fragile.
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Figure 1: Volatility persistence in SPY. Days are grouped
into quartiles according to same-day realized volatility, com-
puted from 5-minute intraday returns, annualized, and ex-
pressed in percentage terms. The bars show the mean re-
alized volatility on the following day, t+ 1, for each quartile.
A rising pattern across buckets indicates that volatility is per-
sistent over short horizons.

This observation provides the motivation for volatility
targeting. The objective is to engineer a more stable
investor experience by stabilizing portfolio risk over
time. A more stable risk profile tends to translate
into a smoother day-to-day journey, reducing the
likelihood that stress regimes trigger pro-cyclical
decisions that interfere with a long-term plan. In
this sense, volatility targeting can be viewed as a
systematic risk-management overlay designed to help
investors remain committed to their strategy precisely
when it becomes most difficult to do so.

The key enabler of this approach is that, while returns
are notoriously difficult to forecast, risk is typically
more predictable than returns. Volatility exhibits
persistence — commonly referred to as volatility clus-
tering — a well-documented stylized fact in financial
markets. Periods of high volatility tend to be followed
by high volatility, and periods of calm tend to persist.
Figure 1 illustrates this relationship by showing that
higher levels of volatility today are systematically
associated with elevated volatility tomorrow. This
persistence makes it feasible to scale exposure up or
down systematically with the objective of maintaining
portfolio volatility closer to a predefined target level
over time.

Importantly, volatility targeting is not solely about sta-
bilizing the ride. A growing body of empirical evidence
in equity markets suggests that scaling exposure
inversely with volatility can improve risk-adjusted
performance2. As shown in Figure 2, return per unit

2See Moreira and Muir (2017) and Harvey et al. (2018) for evidence
on volatility-managed portfolios and volatility targeting in equity
markets. Earlier evidence on the economic value of volatility timing

Figure 2: Risk-adjusted SPY returns across realized volatil-
ity quartiles. Daily observations are sorted into quartiles
based on realized volatility estimated from 5-minute intra-
day returns. For each quartile, the figure reports the mean
divided by the standard deviation of log daily returns. Risk-
adjusted performance declines monotonically with volatility,
becoming negative in the highest-volatility bucket.

of risk tends to deteriorate as volatility increases. This
implies that periods of heightened volatility are not
fully compensated by proportionally higher expected
returns.

In other words, a well-designed volatility targeting
process can pursue a dual objective: stabilizing
portfolio risk while simultaneously improving the
efficiency of long-run compounding.

This paper examines how volatility forecasting
methodology affects the design and implementation
of volatility-target indexes and its implications for
long-term compounding. Volatility-target indexes are
widely used as underlying components of investable
products, such as ETFs and structured notes, where
the reliable delivery of a predefined volatility level is
a key design objective. In this setting, the choice of
the volatility forecasting methodology is crucial, as it
directly determines both the accuracy and the stabil-
ity with which the target volatility is delivered over time.

We review the main volatility forecasting approaches
commonly used in academic research and industry
practice, highlighting their strengths and limitations
in this context. To address these limitations, we
introduce the NextVoL® framework, which combines
high-frequency information, dynamic overnight ad-
justments, and stabilization mechanisms aimed at
improving the accuracy and stability of volatility-target
delivery. We then conduct an empirical comparison to
evaluate how alternative forecasting methodologies

is provided by Fleming et al. (2001) and Fleming et al. (2003), in-
cluding implementations based on realized volatility from intraday
data.
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perform when embedded in volatility-target index
strategies.

The remainder of the paper is organized as follows.

Section 2 explores volatility target indexes, a class
of dynamic portfolio strategies designed to maintain
a stable level of risk over time by adjusting exposure
to a risky asset in response to changes in expected
volatility. We describe the rebalancing mechanism
used to scale portfolio exposure in order to maintain a
predetermined annualized volatility target and present
the core allocation formula.

Section 3 reviews the main classes of volatility
forecasting models developed over the past four
decades, including classic rolling standard deviation,
RiskMetrics (EWMA), GARCH-type models, HAR
specifications, implied volatility measures such as the
VIX Index, and realized volatility approaches based
on high-frequency data. The section concludes by
introducing the proprietary NextVoL® framework as
an enhanced high-frequency forecasting methodology
designed to balance responsiveness and stability.
For each approach, we summarize intuition, formal
structure, strengths, and limitations in the context of
volatility target index construction.

Section 4 presents the empirical evaluation over the
last 20 years of the previously introduced volatility
forecasting methodologies as applied to the design of
a 10% volatility target index on SPY. We assess how
alternative forecasting models translate into realized
volatility stability, tracking precision relative to the tar-
get, Sharpe ratios, drawdowns, volatility-of-volatility,
and turnover characteristics. The results indicate that
the NextVoL® framework provides the most accurate
and stable delivery of the volatility target, exhibiting
the lowest volatility-of-volatility and the narrowest
range of realized volatility, while also achieving the
highest Sharpe ratio among the evaluated method-
ologies.

Section 5 concludes and discusses broader implica-
tions for index design and long-term compounding ef-
ficiency.

2 Volatility Target Index Construc-
tion

A volatility target index aims to stabilize the ex-ante
risk of a risky asset at a predefined annualized
level. Rather than attempting to forecast returns,
the methodology dynamically adjusts exposure in
response to changes in expected volatility, with the
objective of maintaining a stable risk profile over time.

Let rt denote the return of the underlying asset at time

t, and let σ̂t denote the volatility forecast formed at
time t for day t + 1. Given a target volatility level σ∗,
the exposure weight applied at time t is defined as

wt =
σ∗

σ̂t
.

Exposure is increased when forecasted volatility
is below the target and reduced when forecasted
volatility is above it. For example, if the target volatility
is 10% and the forecasted volatility is 20%, the
allocation to the risky asset becomes 50%.

Assuming the exposure decision is based on informa-
tion available at time t, the realized return of the volatil-
ity target index at time t+ 1 is given by3

RV T
t+1 = wt rt+1.

The success of a volatility target index rests primarily
on its ability to deliver the predefined risk objective
with accuracy and stability. In practice, this means
that the realized volatility of the index — measured
over a sufficiently long horizon, such as a rolling
one-year window — should remain close to the target
σ∗, and should do so with limited variability through
time. The closer and more stable the delivered
volatility is to the objective, the more consistently the
index fulfills its intended risk budget.

Accurate and stable delivery of the volatility target
enhances predictability in portfolio outcomes. A
smoother and more controlled volatility profile re-
duces the likelihood of extreme drawdowns, thereby
fostering a more stable investor experience. In turn,
a more stable experience may encourage disciplined
behavior and reduce pro-cyclical decision-making,
supporting more consistent long-term compounding.

Beyond stabilizing risk, volatility targeting may also
improve risk-adjusted returns relative to the under-
lying asset. Importantly, this improvement does
not arise solely from superior volatility forecasting,
but rather from structural characteristics of financial
markets. In many equity markets, periods of elevated
volatility have historically been associated with dete-
riorating risk-adjusted returns. When this empirical
relationship holds, systematically reducing exposure
during high-volatility regimes and increasing exposure
during calmer periods can enhance the risk-adjusted
performance of a portfolio.

While the potential improvement in risk-adjusted re-
turns depends on the persistence of this market asym-
metry, the ability to deliver the intended risk target de-
3In practice, any residual cash position or borrowed capital should
be remunerated at the prevailing risk-free rate. For simplicity, we
abstract from financing costs and cash returns in this paper, as
the primary objective is to assess the relative volatility forecasting
power of the models. This assumption does not affect the compar-
ative analysis across methodologies.
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pends directly on the quality of the volatility forecast
σ̂t. Although the scaling rule is mechanically simple,
its effectiveness ultimately rests on how reliably fu-
ture volatility can be anticipated. Over the past four
decades, a broad range of forecasting methodologies
has emerged in both academia and industry. The next
section reviews these approaches and discusses their
implications for volatility target index design.

3 Volatility Forecasting Methods

Volatility forecasting has evolved substantially over the
past four decades. The progression of models re-
flects a sustained effort to capture the stylized empiri-
cal properties of financial volatility — including cluster-
ing, persistence, evidence of long-memory dynamics,
asymmetric responses to market shocks, and, more
recently, the informational content embedded in high-
frequency data.

Historical Volatility

A simple and widely used forecasting rule is based on
rolling historical volatility computed from log returns.
Let rt = log(Pt/Pt−1) denote daily log returns. At
time t, the volatility forecast for day t+ 1 is formed as

σ̂t =

√√√√ 1

N − 1

N−1∑
i=0

(rt−i − r̄t)
2
,

where r̄t is the sample mean of returns over the
rolling window of length N .

Under this approach, the most recent realized volatil-
ity is used as the best predictor of next-day volatil-
ity. The method is transparent and straightforward
to implement. However, the choice of window length
is arbitrary, and the equal weighting of past observa-
tions may cause the forecast to react slowly to struc-
tural breaks or volatility regime shifts. Although rolling
volatility may reflect volatility clustering, it does so only
indirectly through the mechanical inclusion of recent
returns, rather than through an explicit model of shock
persistence. Moreover, the rolling-window construc-
tion can induce abrupt jumps in the estimate when
unusually large returns enter or leave the sample, so
measured volatility may change for technical reasons
even when the underlying risk environment is largely
unchanged.

GARCH-Type Models

A major advancement in volatility forecasting was
introduced by Engle (1982) with the Autoregressive
Conditional Heteroskedasticity (ARCH) model and
subsequently generalized by Bollerslev (1986) into
the GARCH framework.

In a standard GARCH(1,1) specification, the one-step-
ahead variance forecast formed at time t is given by

σ̂2
t = ω + αε2t + βσ̂2

t−1,

where εt denotes the innovation in returns. The quan-
tity σ̂t therefore represents the conditional volatility
forecast for day t + 1, based on information available
at time t.

By allowing both recent shocks and past variance
forecasts to influence future volatility, GARCH models
formally capture volatility clustering and persis-
tence. Numerous extensions, such as EGARCH and
GJR-GARCH, incorporate asymmetric responses to
negative and positive returns, reflecting the leverage
effect commonly observed in equity markets.

GARCH-type models provide a structured economet-
ric framework for volatility forecasting and often de-
liver strong predictive performance. However, fore-
cast accuracy may be sensitive to model specification
and distributional assumptions, and implementations
based solely on daily data may react slowly to rapid
intraday volatility shocks.

RiskMetrics™ (EWMA)

The exponentially weighted moving average (EWMA)
forecasting rule was formalized in the RiskMetrics
framework developed by J.P. Morgan in the mid-1990s
as part of its market risk measurement toolkit4.

At time t, the one-day-ahead variance forecast is up-
dated recursively as

σ̂2
t = λσ̂2

t−1 + (1− λ)r2t ,

where λ ∈ (0, 1) is a decay parameter, commonly
set to 0.94 for daily data. The forecast σ̂t therefore
represents the conditional expectation of volatility for
day t+1, formed using information available at time t.

By assigning greater weight to recent observations,
the EWMA structure captures volatility clustering
while remaining computationally simple and transpar-
ent. In fact, EWMA can be interpreted as a restricted
form of GARCH in which the long-run variance
component is omitted and the weights are fixed.

Despite its widespread adoption in risk management
and index construction, the model remains inherently
backward-looking and relies on a constant decay pa-
rameter, which may not adapt optimally across differ-
ent volatility regimes.

4J.P. Morgan (1996), RiskMetrics™ Technical Document.
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Long-Memory and HAR Models

Empirical evidence suggests that volatility exhibits
persistent and slowly decaying dynamics, often
described as long-memory behavior.5 To capture this
feature in a parsimonious and practical forecasting
framework, Corsi (2009) introduced the Heteroge-
neous Autoregressive (HAR) model.

Let σt denote a realized measure of volatility com-
puted using return data available up to time t. The
specific construction of this measure — whether
based on daily returns or higher-frequency data —
does not alter the structure of the model.

At time t, the one-step-ahead volatility forecast for day
t+ 1 is constructed as

σ̂t = β0 + β1σ
(d)
t + β2σ

(w)
t + β3σ

(m)
t ,

where σ
(d)
t , σ(w)

t , and σ
(m)
t denote realized volatility

measures computed over daily, weekly, and monthly
horizons, respectively, using information available up
to time t.

The forecast σ̂t therefore represents the expected
volatility for day t + 1. By combining volatility com-
ponents across multiple time scales, the HAR model
captures persistent dynamics while remaining linear
and straightforward to estimate. However, because
forecasts rely on aggregated historical measures, they
may still exhibit lag during abrupt volatility regime tran-
sitions.

Implied Volatility and the VIX

Beyond purely statistical forecasting rules, volatility
expectations can also be inferred from option prices.
The CBOE Volatility Index (VIX) provides a market-
implied estimate of expected annualized volatility over
the next 30 days, derived from S&P 500 index options.

In a forecasting context, the value of the VIX observed
at time t can be used directly as a volatility forecast. A
simple one-step-ahead rule sets

σ̂t = VIXt,

interpreting the implied measure as the forecast
formed at time t for subsequent volatility.

Implied volatility incorporates forward-looking infor-
mation and reflects the collective expectations of
market participants. However, it embeds a volatility
risk premium, as option sellers require compensation
for bearing volatility risk. Empirically, the VIX tends to
exceed subsequently realized volatility on average.

5See, for example, Ding et al. (1993) and Ding and Granger (1996).

When used within a volatility target index framework,
this structural upward bias may lead to systematic
under-utilization of the volatility budget and persis-
tent undershooting of the intended risk target. While
implied measures contain valuable information about
market expectations, they may not be optimally cali-
brated for short-horizon volatility targeting without fur-
ther adjustment.

High-Frequency Realized Volatility

The increasing availability of intraday data has led
to the widespread use of high-frequency realized
volatility measures as forecasting tools. The theo-
retical foundation for realized volatility rests on the
idea that the integrated variance of returns can be
approximated by summing squared high-frequency
returns over a given interval (Andersen et al., 2003).

Let rt,i denote intraday log returns observed over M
intervals within day t. Realized variance is defined as

RVt =

M∑
i=1

r2t,i.

The square root of RVt, appropriately annualized,
provides a realized volatility measure based on intra-
day information. However, realized volatility computed
during trading hours excludes the close-to-open
return, which may represent a material component of
total daily variance.

To approximate full-day volatility, practitioners often
rescale intraday realized variance using a constant
scaling factor. The resulting volatility forecast takes
the form

σ̂t =
√

k RVt,

where k is a multiplier intended to account for the
contribution of overnight returns to total daily variance.

In a forecasting context, this scaled realized volatility
can then be used as the volatility forecast for day t+1.
Alternatively, realized volatility can serve as an input
within more structured forecasting frameworks. For
example, in the HAR specification discussed earlier,
daily, weekly, and monthly realized volatility measures
can be constructed using high-frequency data and in-
corporated as regressors in the forecasting equation.
In this sense, high-frequency realized volatility acts
not only as a standalone forecasting rule, but also as
a building block for multi-horizon models.

Because volatility is empirically persistent, recent
high-frequency information often improves short-
horizon forecasts relative to daily-only measures. The
use of intraday data allows the forecast to respond
more rapidly to volatility shocks and evolving market
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Table 1: Comparison of Major Volatility Forecasting Methods.

Method Data Frequency Complexity Interpretability Forecast Power Main Limitation

Rolling Std. Dev. Daily Low High Low–Medium Slow reaction to regime shifts

GARCH Models Daily Medium Medium Medium
Sensitive to misspecification and cri-
sis regimes

RiskMetrics (EWMA) Daily Low High Medium
Backward-looking with fixed decay
parameter

HAR Models Daily / RV Medium High Medium–High
Potential lag during abrupt volatility
transitions

VIX Index Options Low High Medium
Embedded volatility risk premium
bias

Realized Volatility Intraday High Medium High
Microstructure noise and unstable
leverage adjustments

NextVoL® Intraday + Feedback High Medium Very High
Greater model complexity and cali-
bration requirements

conditions.

However, the use of a fixed scaling multiplier
introduces an important limitation. The relative
contribution of overnight and intraday volatility varies
across market regimes, reflecting changing market
conditions and information arrival patterns. As a
result, correcting intraday realized volatility with a con-
stant scaling factor may introduce systematic bias. An
appropriate adjustment is therefore required, but such
an adjustment must be dynamic and model-based
rather than static.

Moreover, the same responsiveness that makes high-
frequency measures attractive can generate instability
when embedded directly into a volatility target index.
Without smoothing or control mechanisms, short-lived
volatility spikes may translate into excessive day-to-
day leverage adjustments and elevated turnover in the
delivered risk profile.

The NextVoL® Framework

The trade-off between responsiveness and stability
is central to volatility forecasting within a volatility
target index. Models that react too slowly may fail to
adjust during rapid market deterioration, while models
that react too aggressively may introduce excessive
turnover and leverage instability.

The NextVoL® framework is designed to retain
the informational advantages of high-frequency
realized volatility while explicitly addressing these
structural challenges. The methodology begins with
an intraday-based volatility estimate and incorporates
short-horizon smoothing in order to reduce the impact
of transient volatility spikes. By averaging recent
high-frequency information, the forecast preserves
responsiveness while mitigating day-to-day noise in
leverage adjustments.

Importantly, the framework also addresses the time-
varying nature of the overnight component of volatility.
Rather than applying a fixed scaling multiplier to ap-
proximate full-day variance, NextVoL® incorporates
a dynamic adjustment mechanism that accounts
for shifts in the relative contribution of intraday and
overnight variance across market regimes. This
reduces the risk of systematic bias arising from static
corrections.

In addition, the framework incorporates a stabilization
mechanism that helps maintain consistent delivery of
the volatility target over time. By allowing the forecast
to adapt when realized risk persistently deviates
from the objective, NextVoL® enhances robustness
without sacrificing responsiveness.

Table 1 summarizes the main characteristics, ad-
vantages, and limitations of the volatility forecast-
ing approaches discussed in this section, highlighting
the trade-offs between responsiveness, stability, and
practical implementation in volatility-target index con-
struction.

4 Empirical Evaluation

We now examine how the volatility forecasting
methodologies introduced in Section 3 perform when
embedded in a volatility-target index framework.
The analysis should be viewed as an illustrative
empirical exercise designed to provide insight into
how alternative forecasting methodologies behave in
the context of volatility-target index construction.

For each forecasting method, we construct a daily
rebalanced volatility-target index using SPY close-
to-close returns from January 1, 2008 to December
31, 2025, a period that spans heterogeneous market
regimes, including the Global Financial Crisis and a
prolonged low-volatility environment. The annualized
volatility target is set to σ∗ = 10%. At each date t,
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Table 2: Performance summary of 10% volatility-target SPY indexes (2008–2025). TotRet, CAGR, Vol, MDD, AvgVol, and volatility
percentiles are reported in percentage terms. Vol is the full-sample annualized realized volatility of the index computed from daily
log returns. AvgVol is the time-series average of the rolling 252-day realized volatility. VVol denotes the standard deviation of the
rolling 252-day volatility series. V p denotes the p-th percentile of the rolling 252-day realized volatility series. MSE Rank ranks
methods by MSE of rolling 252-day volatility relative to the 10% target (lower is better).

Method TotRet CAGR Vol Sharpe MDD MSE Rank AvgVol VVol V 1 V 5 V 50 V 95 V 99

NextVoL® 320 8.31 10.16 0.79 -19.14 1 10.11 0.26 9.58 9.69 10.10 10.54 10.75

RV 302 8.04 10.21 0.76 -20.31 2 10.16 0.48 9.21 9.49 10.09 11.01 11.14

GARCH 284 7.76 9.88 0.76 -21.08 3 9.76 0.70 7.64 8.69 9.84 10.87 11.18

RiskMetric 301 8.03 10.58 0.73 -20.08 4 10.48 0.58 9.21 9.57 10.48 11.52 11.99

RV HAR 268 7.52 9.41 0.77 -18.87 5 9.35 0.58 8.35 8.53 9.26 10.40 10.59

HistVol 354 8.77 11.62 0.73 -21.05 6 11.50 0.68 10.05 10.33 11.43 12.71 12.96

VIX 179 5.88 7.94 0.72 -20.49 7 7.82 0.91 5.90 6.15 7.71 9.37 10.11

SPY 562 11.08 20.09 0.52 -51.85 – 17.83 8.32 6.86 9.80 15.38 34.67 45.47

a one-day-ahead volatility forecast σ̂t is formed us-
ing one of the previously discussed models. Exposure
is scaled according to the volatility-targeting rule, and
the return of the volatility-target index is obtained by
applying this exposure to the underlying asset return:

wt =
σ∗

σ̂t
, rV T

t+1 = wt r
SPY
t+1 .

No risk-free return is credited to the uninvested por-
tion and no maximum leverage constraint is imposed.
These simplifying assumptions are made for illustra-
tive purposes, in order to isolate the effect of the
volatility forecasting methodology. Differences across
strategies therefore arise exclusively from the choice
of forecasting model.

Volatility Target Delivery

The primary objective of a volatility target index is to
deliver realized volatility close to the predefined 10%
level. To evaluate this objective, we compute the
rolling 252-day realized volatility of each index:

σV T
t =

√
252×Var(rV T

t−251:t).

A one-year window is used because it smooths
short-term fluctuations while remaining aligned with
common risk-monitoring practices among institutional
investors.

We first examine the average level of this rolling
volatility over the full sample, which measures the
bias relative to the 10% target. In other words, it
reflects the volatility that the index would have realized
over an arbitrary one-year window.

As reported in Table 2, NextVoL® delivers an aver-
age rolling volatility (AvgVol) of 10.11%, essentially
aligned with the 10% target. By comparison, RV
and RiskMetrics slightly overshoot the objective with
average rolling volatilities of 10.16% and 10.48%,

respectively. GARCH exhibits a modest downward
bias (9.76%), while RV HAR is more materially below
the target at 9.35%. Historical Volatility overshoots
the target with an average rolling volatility of 11.50%,
and the VIX-based strategy exhibits the strongest
downward bias at 7.82%, implying an under-utilization
of the volatility budget of about 22%, reflecting the
well-known volatility risk premium embedded in
option-implied volatility.

While matching the target on average is necessary,
it is not sufficient. A well-designed volatility-target in-
dex should also minimize fluctuations around the tar-
get through time, since large deviations imply unsta-
ble risk delivery and reduce the predictability of the
portfolio’s risk profile. From a product design perspec-
tive, this lack of stability may also affect the pricing of
derivative overlays, as higher uncertainty around fu-
ture volatility increases option premia and reduces the
efficiency of volatility-controlled structures. To quantify
this dimension of stability, we compute the volatility of
the rolling 252-day volatility series, denoted VVol:

VVolV T
t = StdDev(σ

(252)
t ).

NextVoL® exhibits the lowest volatility-of-volatility
at 0.26, indicating the most stable delivery of the
volatility target across time. By comparison, realized-
volatility-based methods such as RV and RV HAR
display substantially higher variability (0.48 and 0.58),
while RiskMetrics produces a similar level of instability
(0.58). GARCH and Historical Volatility exhibit even
larger fluctuations (0.70 and 0.68), and the VIX-based
strategy exhibits the highest volatility-of-volatility at
0.91.

Quantiles6 of the rolling volatility distribution further

6Quantiles describe the empirical distribution of a variable by re-
porting the values below which a given fraction of observations
falls. For example, the 5th percentile corresponds to the level be-
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Table 3: Year-by-year MSE rank of rolling 252-day realized volatility relative to the 10% target (2008–2025). Each cell reports the
rank among the seven forecasting methodologies for a given calendar year (1 = best). AvgRank denotes the average of annual
ranks across all years.

Method 2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023 2024 2025 Avg

NextVoL® 2 1 1 1 1 1 1 1 3 1 2 1 1 1 1 1 1 3 1.3

RV 3 2 3 3 5 2 2 2 5 3 1 2 3 2 2 6 2 4 2.9

GARCH 6 5 2 2 2 4 4 4 2 5 4 3 2 3 3 3 4 2 3.3

RiskMetric 5 3 4 4 4 3 3 3 4 2 5 5 5 4 5 2 3 5 3.8

RV HAR 4 4 6 5 3 5 5 5 1 4 3 4 4 5 4 5 6 1 4.1

HistVol 7 7 5 6 6 6 6 6 6 6 6 7 7 6 6 4 5 7 6.1

VIX 1 6 7 7 7 7 7 7 7 7 7 6 6 7 7 7 7 6 6.4

Figure 3: Distribution of rolling 252-day realized volatility for
each volatility-target index. The vertical line indicates the
10% target. Visually, NextVoL® exhibits the narrowest dis-
tribution and the closest alignment with the target volatility
level.

illustrate differences in stability. Figure 3 provides
a visual representation of the distribution of rolling
one-year volatility across the competing methodolo-
gies. For NextVoL®, the distribution remains tightly
centered around the target, with the 1st and 5th
percentiles equal to 9.58% and 9.69%, and the 95th
and 99th percentiles equal to 10.54% and 10.75%,
respectively. By contrast, alternative approaches
display substantially wider dispersion. For example,
Historical Volatility ranges from 10.05% at the 1st
percentile to 12.96% at the 99th percentile, indicating
frequent overshooting of the intended risk budget.
Similarly, RiskMetrics reaches 11.99% at the 99th
percentile, while GARCH exhibits large downside
deviations with a 1st percentile of only 7.64%.

To jointly capture both bias and dispersion, we com-
pute the mean squared error relative to the 10% tar-
get:

low which 5% of the observations lie.

MSEV T =
1

T

∑
t

(
σV T
t − 10%

)2
.

NextVoL® ranks first by MSE among all evaluated
methodologies. This result reflects the fact that it
combines the smallest bias relative to the volatility
target with the lowest dispersion of rolling volatility
around the target. Taken together, the evidence sug-
gests that NextVoL® provides the most accurate and
stable implementation of volatility targeting among
the forecasting approaches considered in this study.
For ease of comparison, the forecasting models in
Table 2 are presented in ascending order of MSE rank.

While Table 2 summarizes performance over the full
sample period, an important question is whether
these rankings are stable across time or driven by
a small number of favorable years. To investigate
this, Table 3 reports the MSE-based rank of each
forecasting methodology computed separately for
each calendar year from 2008 to 2025, along with the
average rank across all years.

The results reveal a striking degree of persistence.
NextVoL® achieves the best or second-best rank in
sixteen out of eighteen years, with an average annual
rank of 1.3, substantially ahead of any competing ap-
proach. Notably, the methodologies that appear clos-
est in the aggregate ranking — RV and GARCH —
display considerably more variability on a year-by-year
basis, with both occasionally dropping to the fourth
position or lower. This suggests that their aggregate
performance partly reflects offsetting periods of over-
and under-delivery, rather than consistent tracking of
the volatility objective. The stability of the NextVoL®

ranking across heterogeneous market conditions rein-
forces the conclusion that its superior volatility-target
delivery is structural rather than sample-specific.

Performance Outcomes

Having established the quality of volatility delivery, we
now turn to investment performance. Table 2 reports
total return, CAGR, realized volatility, Sharpe ratio,
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Figure 4: Equity curves of volatility-target SPY indexes constructed using alternative volatility forecasting methods (2008–2025).
For comparability, all equity lines have been rescaled ex-post so as to exhibit the same full-sample realized volatility of 10%. The
underlying SPY is not shown in this chart.

and maximum drawdown for each volatility-target
index.

Among the evaluated methodologies, NextVoL®

achieves the strongest risk-adjusted performance.
The index delivers a total return of 320%, correspond-
ing to a CAGR of 8.31%, while maintaining realized
volatility close to the 10% target. This combination
results in the highest Sharpe ratio across all models
(0.79), followed by RV HAR (0.77), RV and GARCH
(both 0.76), RiskMetrics and Historical Volatility (both
0.73), and VIX (0.72).

Although NextVoL® achieves the highest Sharpe
ratio among the evaluated methodologies, the
magnitude of the improvement remains relatively
modest. The primary advantage of NextVoL®,
however, lies in the stability of volatility delivery. As
shown in Table 2, NextVoL® exhibits both the lowest
volatility-of-volatility and the narrowest inter-percentile
range (V 1–V 99) of rolling realized volatility across
time, indicating that the volatility target is delivered
more consistently than under alternative forecasting
methodologies.

Taken together, these results suggest that the method-
ology providing the most accurate stabilization of
portfolio risk also produces the most attractive risk-
adjusted outcomes in this sample. In particular,
NextVoL® combines the most precise volatility-target
delivery with the highest Sharpe ratio among the
volatility-target approaches considered in this study.

The comparison with a passive investment in SPY
further highlights the economic relevance of volatility
targeting. Over the same sample period, SPY exhibits
realized volatility of 20.09%, roughly double that of the
volatility-target indexes, and experiences a maximum
drawdown of −51.85%. Despite this substantially
higher risk exposure, the passive strategy delivers a
CAGR of 11.08%, only about 2.8 percentage points
higher than NextVoL® (8.31%). In other words,
investors in SPY were exposed to significantly greater
volatility and much deeper drawdowns in exchange
for a relatively modest increase in long-run return.

Importantly, the superior Sharpe ratio achieved by
NextVoL® should not necessarily be interpreted as a
mechanical consequence of more accurate volatility
forecasting. The primary role of the forecasting model
is to stabilize portfolio risk and deliver the intended
volatility target with precision. Improvements in risk-
adjusted returns instead depend on broader empirical
properties of financial markets, such as the tendency
for periods of elevated volatility to be associated with
lower risk-adjusted returns. If this relationship were to
weaken in the future, volatility targeting could still pro-
vide risk stabilization without necessarily improving
Sharpe ratios. From an investor perspective, however,
the joint achievement of accurate volatility targeting
and strong risk-adjusted performance remains a
particularly attractive outcome.

Figure 4 provides a visual comparison of the hypo-
thetical NAV trajectories generated by the different
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volatility-target strategies. While all approaches re-
duce drawdowns relative to the underlying asset, the
NextVoL® index consistently tracks near the upper
range of cumulative performance throughout the sam-
ple period.

5 Conclusion

This study examined the role of volatility forecasting
in the construction of volatility-target indexes and its
implications for long-term compounding. Volatility
targeting aims to stabilize portfolio risk by dynami-
cally adjusting exposure in response to changes in
expected volatility. By smoothing the risk profile of an
investment strategy, this approach can help reduce
the likelihood that investors abandon a long-term
investment plan during periods of market stress.

We first reviewed several widely used volatility fore-
casting methodologies, including rolling historical
volatility, RiskMetrics (EWMA), GARCH-type models,
HAR specifications, implied volatility from the VIX
index, and realized volatility derived from high-
frequency data. For each approach we discussed the
main intuition, as well as its practical advantages and
limitations. Building on this discussion, we introduced
the NextVoL® framework, which is designed to
address several of the structural limitations of existing
approaches by combining high-frequency information,
dynamic adjustments for the overnight component
of volatility, and stabilization mechanisms that help
maintain consistent volatility delivery over time.

After introducing these methodologies at a conceptual
level, we evaluated their empirical performance in the
context of a 10% volatility-target index constructed on
SPY. The different forecasting models were assessed
across several dimensions, including bias relative to
the volatility target, volatility-of-volatility, distributional
properties of realized volatility, and mean squared
error relative to the desired risk level.

Across all these metrics, the NextVoL® framework
consistently provides the most precise implemen-
tation of volatility targeting among the approaches
considered. The methodology delivers the smallest
bias relative to the volatility objective, the lowest dis-
persion of rolling volatility around the target, and the
best overall ranking according to the mean squared
error criterion.

Importantly, this advantage is not confined to the
full-sample aggregate. A year-by-year decomposition
of the MSE ranking shows that NextVoL® achieves
the best or second-best rank in sixteen out of eighteen
calendar years, with an average annual rank of 1.3
— well ahead of other approaches. This persistence
across heterogeneous market conditions suggests

that the result is structural rather than sample-specific.

In addition, the volatility-target index constructed
using NextVoL® achieves the highest Sharpe ratio
among the volatility-target strategies evaluated in this
study, while delivering realized volatility close to the
10% objective. While improvements in risk-adjusted
performance should not be interpreted as a mechani-
cal consequence of more accurate volatility forecasts
alone, the empirical results suggest that stable and
well-calibrated volatility targeting can enhance the
efficiency of capital deployment.

From an investor perspective, the value of volatility
targeting extends beyond its statistical properties. By
stabilizing portfolio risk and mitigating drawdowns,
volatility-controlled strategies can provide a smoother
investment path that may help investors remain
committed to long-term allocations during periods of
market stress.

Moreover, volatility-controlled indices are widely used
as underlying benchmarks in structured products and
insurance-linked investments such as Fixed Index
Annuities (FIAs), where stable volatility facilitates
option pricing, higher index participation rates, and
generally more efficient product design.

Overall, the results suggest that combining high-
frequency information, dynamic adjustments for the
overnight component of volatility, and stabilization
mechanisms allows the NextVoL® framework to pro-
vide a robust and effective implementation of volatility
targeting.
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